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Lecture Outline

https://forms.gle/ts1b5BXAXnNDMfIN7

Feed-Forward Networks: Language Modeling
Backpropagation
RNNs


https://forms.gle/ts1b5BXAXnNDMfJN7

FFNN: Language Modeling



Neural Language Models

Language Modeling: Calculating the probability of the next word in a

sequence given some history.
® Neural network LMs far outperform n-gram language models

Feedforward Neural Language Models

Task: predict next word w,
given prior wordsw_, w_, W,
Problem: Now we’re dealing with sequences of arbitrary length.

Solution: Sliding windows (of fixed length)
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Why Neural LMs work better than N-gram LMs

Training data:

We've seen: | have to make sure that the cat gets fed.
Never seen: dog gets fed

Test data:

| forgot to make sure that the dog gets

N-gram LM can't predict "fed"!

Neural LM can use similarity of "cat" and "dog" embeddings to generalize
and predict “fed” after dog



Training a FFNN



Intuition: Training a 2-layer Network
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Intuition: Training a 2-layer Network

For every training tuple (x,y)
® Run computation to find our estimate y

® Run backward computation to update weights:

o For every output node
m Compute loss L between true y and the estimated y
m For every weight w from hidden layer to the output layer
e Update the weight
o For every hidden node
m Assess how much blame it deserves for the current answer
m For every weight w from input layer to the hidden layer
e Update the weight



Loss & Gradient Updates: Binary Logistic Regression

Cross entropy loss for logistic regression:
Lee(9,y) = —logp(ylx) = —[ylogy+ (1—y)log(l —3)]
—[ylogo(w-x+b)+ (1—y)log(l —o(w-x+D))

Gradient of the Loss w.r.t. the weights:

aLCE(y\7y)
8w]-

= [o(w-x+b)—ylx;
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Loss & Gradient Updates: Binary Logistic Regression

Cross entropy loss for logistic regression:
Lee(9.y) = —logp(ylx) = —[ylogy+ (1—y)log(l - )
—[ylogo(w-x+b)+(1—-y)log(1—0o(w-x+b))

Gradient of the Loss w.r.t. the weights:

aLCE (y\7y)

= [o(w-x+b)—ylx;

aWj
Only one parameter!

More hidden layers, more parameters (and activation functions) to consider
— Computation Graphs & Backward Differentiation
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Why Computation Graphs?

For training, we need the derivative of
the loss with respect to each weight in Y, Y, Yy Loss function
every layer of the network L, v)

y
e Butthelossiscomputedonlyatthe U p.— =N

very end of the network!
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Why Computation Graphs?

For training, we need the derivative of
the loss with respect to each weight in Y, Y, Yy Loss function
every layer of the network L, v)

y
e Butthelossiscomputedonlyatthe U p.— =N

very end of the network!

hz hz hs hd
Solution: error backpropagation W W
X Xy o X

e Backprop is a special case of
backward differentiation
o Relies on computation graphs.

1

Computation Graph: represents the process of computing a mathematical expression



Example
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Example L(a,b,c) = c(a+2b)

d
Computations: e
L

= 2w%b
a+d

= Cc*xe
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L(a,b,c) = c(a+2b)
= 2w%b

d
Computations: e
L

= Cc*xe

How to compute parameter updates?

= a+d
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Backwards Differentiation in Computation Graphs

e The importance of the computation graph comes from the backward pass
® Used to compute the derivatives that we’ll need for the weight update.

Tells us how a small change in a affects L

L(a,b,c) = c(a+2b) 517

L _ 9
da
oL _,

{ 2xb gb

@ = oL =?

e = a+d Je

L = &8 Input layer

gradients 19



Backwards Differentiation in Computation Graphs

e The importance of the computation graph comes from the backward pass
® Used to compute the derivatives that we’ll need for the weight update.

Tells us how a small change in a affects L

L(a,b,c) = c(a+2b) 517

YL _ 9
da % =2
@ . 8e
ob

d = 2xb O_L =7
JL =? od

e = a—+d Jc

L = &8 Input layer Hidden layer

gradients gradients



The Chain Rule

Computing the derivative of a composite function:

£ (%) = u(v(x)) Z_f _

df
f@)=uiviwx) =

du dv
dv dx
du dv dw
dv dw dx
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3 derivatives
for input
variables:

dL de dd

~ de dd db

Llab.e]=

N Q& —~

a—+2b)

= 2#b
= a+d

= C*e
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= 2#b
= a+d

= C*e

3 derivatives dc
for input a_L _
variables: da N
dL

db 2



3 derivatives
for input
variables:

dL de dd

~ de dd db

de
de

da
dd

db
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Example L(a,b,c) = c(a+2b)

4 = 2&b

e = a+d

L = pae
o

3 derivatives dc ' de B_C_e
for input a_L _&_L% e=a+d - % %_1
variables: gag  de da ' da od

OL _ 9L dedd gy, . 04
ob _ de dd db b )




Example

JL JdL de

da de da
OL _ 9L ded
ob  de dd db

backward pass
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Example

dL

da
JdL

db

oL 2e
de da
dL de dd

de dd db

backward pass
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Example

dL

da
JdL

db

oL 2e
de da
dL de dd

de dd db

backward pass
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Example

dL

da
JdL

db

oL 2e
de da
dL de dd

de dd db

backward pass
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Backward differentiation on a two layer network

Y

AU — ity pll
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Backward differentiation on a 2-layer network

A — wlllg 4 pll]
al!/ = ReLU(z!!) dReLU(z) {0 for z<0
A2 — w2l pl2 dz L for z>0

a4 = G(Z[Z]) 40 (z) =0(z)(1 - 0(2))
2

dz
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|
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Backward differentiation on a 2-layer network

@ @ dReLU(z) _ { 0 for z<0
dz
@ ‘ @D

1 for z>20
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for z<0
for z>0

U
2
=
D
—N
—_— O

dz
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oL

Starting off the backward pass: .

(Il write a for al?! and z for z[2! )

L@, y) =—(ylog(®) + (1 — y)log(1 —9))

L(a,y) = —(yloga + (1 — y)log(1 — a))
oL _ 9L da

9z 0da 0z
oL dlog(a) dlog(1—a)
%‘_((y da >+(1_Y) da )
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Summary

For training, we need the derivative of the loss with respect to

weights in early layers of the network
o But loss is computed only at the very end of the network!

Solution: backward differentiation

Given a computation graph and the derivatives of all the functions in
it we can automatically compute the derivative of the loss with
respect to these early weights.
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TODOs:
e Homework 1 Due: 9/30
® Project Proposal Due: 10/02

Next Class: RNNs
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