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Lecture Outline

● Quiz Recap
● Feed-Forward Networks
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Review: Perplexity

● Perplexity is the inverse probability of the test set, normalized by the 
number of words
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Review: Perplexity

● Perplexity is the inverse probability of the test set, normalized by the 
number of words
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Review: Precision & Recall
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Review: Precision & Recall

TP
FP

FN
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Biological vs. Neural Network Units

A neuron in the brain

Weights

Input layer

Weighted sum

Non-linear 
transformation

Output value

bias

A neural unit
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Non-Linear Activation Functions

sigmoid tanh
relu 

(Rectified Linear Unit)
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Let’s Consider XOR

Can neural units compute simple functions of input?

Minsky and Papert (1969)
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Perceptrons

● A very simple neural unit 
○ Binary output  (0 or 1)

○ No non-linear activation function
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Easy to build AND or OR with perceptrons
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Can We Capture XOR With Perceptrons?

?

?

?
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Why? Perceptrons are linear classifiers

Perceptron equation given x
1
 and x

2
, is the equation of a line

w
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(in standard linear format:     x
2
 = (−w

1
/w

2
)x

1
 + (−b/w

2
)    )

This line acts as a decision boundary 

• 0 if input is on one side of the line

• 1 if on the other side of the line 
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Decision Boundaries

XOR is not a linearly separable function!
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Solution to the XOR problem

XOR can't be calculated by a single perceptron

XOR can be calculated by a layered network of units. 
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The hidden representation h

(With learning:  hidden layers will learn to form useful representations)
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Feedforward Neural Networks

● Historically, also called multilayer perceptrons

# input features

Let’s revisit logistic regression
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Binary Logistic Regression as a 1-Layer Network

w

x
nx

1

 

+1

w1 wn b

(y is a scalar)
σOutput layer

(σ node)

Input layer
vector x

(we don't count the input layer in counting layers!)

(vector)
(scalar)
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Multinomial Logistic Regression as a 1-Layer Network

19

W

xnx1

Fully connected single layer network

W is a 
matrix
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y is a vector

y1 yn

b is a vector

b
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Two-Layer Network with Scalar Output

U

W

x
n

x
1

+1

b

hidden units
(σ node)

Input layer
(vector)

Output layer
(σ node)

Could be ReLU
Or tanh

y is a scalar
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Two-Layer Network with Softmax Output

U

W

x
n

x
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hidden units
(σ node)

Input layer
(vector)

Output layer
(σ node)

y is a vector
 

 

Could be ReLU
Or tanh
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Multi-Layer FFNN: Notation
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ReLU
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Multi-Layer FFNN: Bias Notation

Instead of: We'll use:

x= x1, x2, …, xn0 x= x0, x1, x2, …, xn01. Add a dummy node a
0
=1 to 

each layer
2. Its weight w

0
 will be the bias

3. So input layer a[0]
0
=1, 

◦ And a[1]
0
=1 , a[2]

0
=1,…



DEMO: https://playground.tensorflow.org/  
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https://playground.tensorflow.org/


Let’s Consider 2 Use Cases:

Text Classification
Language Modeling
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FFNN: Classification
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Classification: Sentiment Analysis

We could do exactly what we did with logistic regression:
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Feedforward Nets for Simple Classification

Just adding a hidden layer to logistic regression:

● allows the network to use non-linear interactions between features 

● which may (or may not) improve performance.
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Reminder: Multiclass Outputs

What if you have more than two output classes?
● Add more output units (one for each class)
● And use a “softmax layer”

U

W

x
nx

1

ŷ could have two nodes (one each for positive and 
negative), or 3 nodes (positive, negative, neutral).

● ŷ
1
 estimated probability of positive sentiment

● ŷ
2
 probability of negative 

● ŷ
3
 probability of neutral 

The Output Layer:
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Even Better: Representation Learning

The real power of deep learning comes from 

the ability to learn features from the data

Instead of using hand-built 

human-engineered features for classification

Use learned representations like 

embeddings!
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Embedding matrix E

● An embedding is a vector of dimension [1 x d] that represents the input token. 

● An embedding matrix E is a dictionary, one row per token of vocab V

● E has shape [|V| × d]

● Embedding matrices are central to NLP; they represent input text in LLMs

Text Classification From Embeddings: 

• Given tokenized input: dessert was great 

• Select the embedding vectors from E:
1. Convert BPE tokens into vocabulary indices 

• w = [3, 9824, 226] 

2. Use indexing to select the corresponding rows from E 

• row 3, row 4000, row 10532
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Another Way to Think of Indexing From E

● Treat each input word as one-hot vector

● If dessert is index 3:

● Multiply it by E to select out the embedding for dessert
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Collecting embeddings from E for N words

Given window of N tokens, represented by N [1 × d] embeddings
Need to return a single class (e.g., pos or neg)
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Text comes in different lengths

Given window of N tokens, represented by N [1 × d] embeddings, return 

a single class (e.g., pos or neg)

1. Concatenate all the inputs into one long vector of shape [1×dN], i.e. 

input is length N of longest review

● If shorter then pad with zero embeddings

● Truncate if you get longer reviews at test time

2. Pool the inputs into a single short [1 × d] vector. A single "sentence 

embedding" (the same dimensionality as a word) to represent all 

the words. Less info, but very efficient and fast.
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Pooling

Intuition: exact position not so important for sentiment.

We'll just do some sort of averaging of all the vectors.

Mean pooling:
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Pooling



FFNN: Language Modeling
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Neural Language Models

Language Modeling: Calculating the probability of the next word in a 

sequence given some history. 

● We've seen N-gram based LMs

● But neural network LMs far outperform n-gram language models

● State-of-the-art neural LMs are based on more powerful neural network 

technology like Transformers

● Simple feedforward LMs introduce many important concepts
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Simple feedforward Neural Language Models

Task: predict next word w
t
 

  given prior words w
t-1

, w
t-2

, w
t-3

, …
Problem: Now we’re dealing with sequences of arbitrary length.

Solution: Sliding windows (of fixed length)
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Inference in a 
Feedforward 

Language 
Model
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Feedforward language model equations

So ŷ
42 

is the probability of the next word w
t
 being V

42
 = fish
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Why Neural LMs work better than N-gram LMs

Training data:

We've seen:  I have to make sure that the cat gets fed. 

Never seen:   dog gets fed

Test data:

I forgot to make sure that the dog gets ___

N-gram LM can't predict "fed"!

Neural LM can use similarity of "cat" and "dog" embeddings to generalize 

and predict “fed” after dog



TODOs: 
● Project Team Formation Due TODAY: 9/23
● Homework 1 Due: 9/30
● Project Proposal Due: 10/02

Next Class: Backpropagation & RNNs
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